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Abstract—This work proposes a reinforcement learning (RL)
approach to tackle the control problem of branch overload
relief in large power systems. Accordingly, a control agent is
trained to change generators’ real power output in order to
relieve the stressed branches. For large power systems, this
control problem becomes one whose decision space (i.e., the action
space) is both highly-dimensioned and continuous. This makes
it extremely difficult to have successful training for RL-based
agents. To improve the effectiveness, a data-driven and model-
based hybrid approach is proposed to optimize the control by
combining RL-agent actions and generator shifting factor-driven
actions. Accordingly, with the proposed approach the RL-agent
successfully trains on large power systems. The proposed design
is tested on both the IEEE 118-bus testing system and a 2749-bus
real system. The obtained results show that the proposed hybrid
approach outperforms the data-driven training approach.

Index Terms—Deep deterministic policy gradient, generation
re-dispatch, hybrid learning, overload relief, reinforcement
learning.

I. INTRODUCTION

OVERLOADED branches, i.e. transmission lines and
transformers, have been responsible (in part or fully)

for several major blackouts worldwide: the US-Canadian grid
2003, Italy 2003, and India 2012 [1]. An overloaded branch
might trip out on overload or zone-3 distance protection. The
overloaded branch might also sag into a tree and trip out on
fault. This, in turn, might cause other branches to become over-
loaded and also trip out. To prevent such a cascade of outages,
the initially overload branch (es) must be secured as quickly as
possible. One way to secure an overloaded branch is through
generation re-dispatch. In general, generation re-dispatch is
formulated as an optimal power flow (OPF) problem [2]–[4].
However, in the context of branch over-load relief, OPF might
not be a suitable tool. This is because generators have limits
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on their ramp rates. Therefore, the optimal solution might need
to be applied in more than one time-step. The OPF does not
inherently offer any guidance on the correct sequence of steps
to achieve the desired dispatch, and an unguided approach
can conceivably lead to overloading some of the healthy lines
and/or increasing the overload on some of the already over-
loaded ones. If the ramp rate constraints were included in the
formulation of the OPF, and the problem then solved as a
scheduling optimization over the time needed to effect the
schedule, then this would greatly increase the mathematical
complexity of the OPF model. In addition, power systems
are typically large and highly complex systems. This makes
the OPF problem computationally expensive to solve and
apply in a real-time frame of work. Such high computational
requirements, not only for OPF but for other model-based
assessment and control approaches as well, have started to
draw researchers’ attentions towards considering the adoption
of model-free approaches in the field of power systems. Within
this framework, reinforcement learning (RL) offers a number
of methods that enable agents to learn a control policy purely
from their interactions with the system without any need for
the system model.

In general, reinforcement learning is a suitable tool for any
problem that can be formulated as a sequential decision prob-
lem. However, applying RL to large-scale control problems
remains a great challenge. Indeed, successful implementation
of RL has been reported in the literature of power systems
operation and control. However, it lacks works that implement
RL to problems with a similar nature to ours, i.e., large-
scale operational problems whose control variables are both
continuous in nature and great in number. References [5]
and [6] provide a comprehensive review of the applications
of RL in the field of power systems operation. Some of
the surveyed works apply basic RL algorithms to small-scale
control problems. For example, in [7], tabular Q-learning is
utilized for training an agent to control transformer taps and
reactive power compensators to regulate substations’ voltage.
Basic RL methods are known to have limited applicability
to tasks with highly-dimensional state-action spaces. Accord-
ingly, some of the surveyed works were tailored around
the theory of reinforcement learning to tackle this “curse
of dimensionality”. In [8], a multi-agent, distributed control
framework is adopted to enable the application of the tabular
Q-learning to the problem of reactive power control when
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considering a larger set of controlled devices. On the other
hand, some of the surveyed works have utilized deep rein-
forcement learning (DRL) to enable the application of RL to
large-scale operational problems (large mainly in terms of their
state-spaces). In the field of RL, the use of deep learning in
conjunction with reinforcement learning has led to significant
breakthroughs in various tasks. DRL has enabled learning and
significantly improved on the generalization of the control
policy to unseen states. However, as pointed by the authors
of [9], for tasks that have a large number of continuous control
variables, the reported success of DRL is not of a great scale.

This paper draws on and extends the work previously pre-
sented in [10]. In that work, we proposed an RL-based gener-
ation re-dispatch scheme whose objective is to mitigate branch
overloads. The deep deterministic policy gradient (DDPG)
algorithm [11] was adopted for training the re-dispatch agents.
The proposed approach was successfully tested on both the
IEEE 14-bus and 39-bus systems. The trained agents of both
systems demonstrated a better performance when compared to
the classical interior-point-based OPF approach. The applica-
tion of the proposed RL-based control on the IEEE 118-bus
larger system, however, was not as successful. Therefore, in
this work, we explore and identify the various challenges when
extending the application of the proposed RL-based control
scheme to larger power systems at the scale of over 1000
buses, and investigate solutions to overcome these challenges.
As a result of our investigations, we proposed a hybrid
data-driven and model-based reinforcement learning approach
(HRL) which enables the utilization of RL for the control
problem of branch over-load relief in large power systems.

To summarize, the main contributions of this paper include:
1) we propose to tackle the control problem of branch overload
relief in power systems through generation re-dispatch as a
sequential-decision control problem. This is because gener-
ators need to be dispatched to secure the system without
overloading any healthy lines and/or increasing the overload on
any of the already over-loaded ones. Accordingly, we propose
to adopt reinforcement learning as “the” tool to train our
control agent. 2) We present a detailed investigation into the
various challenges involved in the application of RL to the
control problem of branch overload relief in “large” power
systems. 3) As a result of our investigations, we propose
a hybrid data-driven and model-based approach that utilizes
actions obtained based on generator shifting factors to improve
on the training of the RL-agent. 4) Finally, we present studies
that demonstrate the effectiveness of our proposed approach
when compared to the DDPG-based approach.

The remainder of this paper is organized as follows: Sec-
tion II presents a brief overview of reinforcement learning
and the DDPG algorithm. In Section III, the application of
reinforcement learning to the control problem of branch over-
load relief is investigated. Section IV presents the proposed
hybrid approach. Section V presents a discussion on a set
of simulation studies. Finally, Section VI summarizes the
conclusions of the paper.

II. REINFORCEMENT LEARNING AND THE DEEP
DETERMINISTIC POLICY GRADIENT ALGORITHM

In reinforcement learning, the agent learns a control policy
based on its interactions with the system environment. In
general, the agent interacts with the environment in discrete
time-steps. At each time-step t, the agent observes the system
states st, decides on an action at and receives a reward rt.
The agent learns progressively with time as it keeps accu-
mulating more and more experience until it finally converges
on an optimal control policy. The literature on reinforcement
learning offers a wide range of learning algorithms. This work
is based on the deep deterministic policy gradient (DDPG)
learning algorithm [11]. This section presents a brief overview
of this DDPG algorithm. The first subsection presents some
key definitions and concepts used in the field of reinforcement
learning. The second subsection presents a brief description of
the DDPG algorithm.

A. Definitions

1) Policy
A policy π, is a function that defines the behavior of

the agent. A policy can either be stochastic or deterministic.
A stochastic policy outputs a probability distribution over a
pre-defined set of actions, π : S → P(A). On the other
hand, a deterministic policy maps states to specific actions,
π : S → A.
2) Return

At any given time step t, return Rt is defined as the sum of
discounted future rewards Rt =

∑T
i=t γ

(i−t)ri(si, ai) where
γ is a discounting factor, γ ∈ [0, 1].
3) Value Function

A value function represents the expected value of a given
state (state-value function) or a given state-action pair (action-
value function). The state-value function, V (st), is defined as
the expected return starting from state st and following policy
π. On the other hand, the action-value function, Q(st, at), is
defined as the expected return after taking action at in state
st and following policy π thereafter.
4) Bellman’s Equation

In general, the agent attempts to learn a policy that maxi-
mizes the expected return of every state. Several reinforcement
learning algorithms utilize the action-value function to either
infer or learn the optimal policy. Those algorithms are all based
on Bellman’s principle of optimality [12]. This principle leads
to the following necessary condition on the optimality of the
action-value function:

Q∗(st, at) = E
[
rt(st, at) + γmax

at+1

Q∗ (st+1, at+1)

]
(1)

where E[·] indicates the expected value. Equation (1) is known
in the literature as Bellman’s equation. This equation is a recur-
sive formula which allows for the use of iterative approaches
to learn the optimal action-value function Q∗ (s, a).

B. Deep Deterministic Policy Gradient (DDPG) Algorithm

DDPG is a learning algorithm designed for agents whose
policy is deterministic and their actions are continuous [11].
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DDPG utilizes an actor-critic frame of work in which a
policy function (the actor) and a value-function (the critic) are
concurrently learned. DDPG utilizes the action-value function,
referred to hereafter as Q-function, as its critic. In [11],
the authors proposed the use of neural networks as function
approximators for both actor and critic. The actor network is
parameterized by θπ while the critic network is parameterized
by θQ. The algorithm uses the Bellman’s equation to learn
the Q-function, i.e. θQ, and uses the Q-function to learn the
policy, i.e. θπ .
1) Q-learning

As mentioned above, Q-learning is based on Bellman’s
equation. Now, given the parameterized critic function
Q
(
s, a/θQ

)
, then, its parameters, θQ, can be optimized by

minimizing what is known as the mean-squared Bellman’s
error (MSBE). This error, given below in (2), indicates how
close the value of Q comes to satisfying the Bellman’s
optimality condition of (1):

L
(
θQ
)

= E
[(
Q
(
st, at

∣∣θQ)− yt)2] (2)

where

yt = r(st, at) + γQ
(
st+1, π(st+1)

∣∣θQ) (3)

yt is known as the target. As seen from (3), the target value
depends on the same parameters being optimized for, i.e. θQ.
This is proven to result in unstable learning for the critic
network. In order to stabilize the learning process, the authors
adopted two techniques: a replay buffer, and a separate critic
target network for calculating yt. Readers are referred to [11]
for more details on those two techniques. Since the actor
network is also used in (3), then, a separate actor target
network is also used when calculating yt.
2) Policy Learning

The optimal policy is one that maximizes the expected
return of every state. In mathematical terms:

θπ∗ = arg max
θπ

(
J = E

[
Q
(
s, π(s

∣∣θπ)
)])

(4)

Since the action space is continuous and the Q-function
is always differentiable with respect to actions; then, the
optimization problem of (4) can be solved using gradient
ascent. Accordingly, the parameters of the actor function are
updated using the following gradient:

∇θπJ=
1

N

∑
i

∇aQ
(
s, a
∣∣θQ) |s=si,a=π(si)∇θππ (s∣∣θπ)|s=si

(5)

In [13], the authors proved that the gradient given above in
(5) is equivalent to the policy gradient, hence the name.

III. DATA-DRIVEN REINFORCEMENT LEARNING AND THE
CONTROL PROBLEM OF BRANCH OVER-LOAD RELIEF

This section presents a discussion on the various elements,
i.e., states, actions, reward function, and etc., involved in
the design of the data-driven DDPG-based controller. It also
identifies, explores, and analyzes the various challenges and
limitations one might face when training the DDPG-agent for
larger power systems.

A. States

Given an N-bus power system where G is the set of system
generators, Gc is the set of generators available for control, B
is the set of system branches, BOL,t is the set of overloaded
branches at time-instant t, then; the system states are defined
as:

S = {s| st = {Si,t ∀ i ∈ B} ∪ {Pgj,t ∀ j ∈ G} (6)

where at any given time-instant t, Si,t is the magnitude of
the apparent power (MVA) flow of branch i, Pgj,t is the real
output power of generator j.

B. Actions

The action space is defined as follows:

A = {a | aj,t = ∆Pgj,t ∀j ∈ Gc} (7)

where ∆Pgj,t is the amount of change in the real output power
of the jth generator at step t. ∆Pgj,t is continuous in the range
[∆Pgj−min,∆Pgj−max] where ∆Pgj−min and ∆Pgj−max are
the minimum and maximum allowable change for generator j
between two consecutive time steps. It should be noted that
if ∆Pgj,t results in violating the output limits of generator j,
then, Pgj,t is set at the violated limit.

C. Reward Function Design

The success of an RL algorithm relies heavily on the
design of the reward function. Reward functions can either be
sparse or dense. A sparse reward function is one that rewards
the agent with a fixed value (typically a zero) most of the
time. On the other hand, a dense reward is one that gives
variant values to most of the transitions, thus the agent gets
informative feedback at almost every time step. According
to the DDPG algorithm, in the beginning, the actor policy
is randomly initialized. For this particular control problem,
the actor should be initialized in a way that makes it take
small actions (small changes in generator outputs). This is
because randomly changing generator outputs in large amounts
could easily drive the system into collapse. Now that the taken
actions are small, the agent might need a large number of
steps before it can reach a winning terminal state. This issue
gets more pronounced for larger systems where the number of
controlled generators is relatively large.

If the reward function does not provide informative feedback
on the taken actions, the reward signal would be sparse.
Learning with sparse rewards is difficult because the agent
cannot learn unless it stumbles on wining terminal states. On
the other hand, a dense reward helps the agent learn from
the accumulated experience even when terminal states are not
reached quite often. Optimizing performance on dense reward
signals is expected to guide the agent towards its end goal of
winning the game. However, due to the discounted nature of
the action-value function (Q-function), dense rewards might
encourage the agent to aim for short-term gains over long-
term benefits. In addition, dense rewards might be misleading,
and if not carefully designed, the agent might end up learning
the wrong policies [14].

As mentioned above, the control problem in hand (over-load
relief of power system branches) is one whose action space is
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continuous, and for large power systems, it would be highly-
dimensioned as well. Therefore, a dense reward might be a
good option for helping the agent learn a control policy. In the
literature, several works have proposed the use of the distance-
to-goal as a measure of success for the actions taken by the
agent [15]–[17]. For the control problem in hand, a dense
distance-to-goal based reward can be formulated as follows:

rt = −rIM,t + rTML

where: For all i ∈ BOL,t (overloaded branches at time t):

rIM,t =
∑ Si,t

Si−max
+
∑ (Si,t − Si,t−1)

Si−max
(8)

and

rTML =

{
+R If all branches are within limits
−R If power flow diverges

The above reward function is composed of two parts.
1) An intermediate reward rIM,t: this reward is also com-

posed of two terms, i.e., the first term reads as follows: at
each control step, the agent is penalized for being in a state
where one (or more) of the system’s lines is overloaded. The
magnitude of the penalty depends on the number of overloaded
lines, and the amount of overload on each of those lines. The
second term reflects the value of the taken action; the penalty
on each line is either increased if the line had a better condition
on the previous state (action resulted in more loading of the
line), or decreased if the action resulted in relieving some
of the line loading. The higher the intermediate penalty, the
further is the agent from its goal; hence, rIM,t resembles a
measure of distance to the goal state.

2) A terminal reward rTML: the agent is rewarded with rTML
if the taken action results in either securing the system, or
collapsing the system. If the taken action has secured the
system, then the agent is given a high reward, i.e., rt = +R
and the episode is terminated. On the other hand, if the taken
action collapses the system, then, the agent is penalized, i.e.,
rt = −R and the episode is terminated. The terminal reward
should be set to a relatively large value. This is because at the
beginning of the training period, where the taken actions are
far from being optimal, the intermediate penalty could attain
high negative values. High intermediate penalties might over-
shadow the terminal reward, and therefore, actions leading to
“early” termination on collapse would have a higher Q-value
than those leading to a “later” termination on a win. Therefore,
to overcome this issue, the value of rTML needs to be set to a
“relatively” large value e.g. ± 50.

This reward design is “expected” to lead the agent to
avoid being in states where it is highly penalized (states with
overloaded branches), and therefore, try to reach a terminal
state where it gets a positive reward. However, the following
three major factors might render the agent from learning such
optimal behavior.

1) The intermediate penalty is defined as a sum over all
overloaded lines. This might lead to a deceptive comparison
of state-action pairs that differ in the number of over-loaded
lines, and therefore, the agent might end up learning sub-
optimal policies. To further explain, the following scenario

can be considered: an outage result in overloading 4 lines
at 110%, 150%, 150%, and 150%. Then, the agent takes an
action that results in increasing the loading of the first line up
to 200% while decreasing the loading of the rest of the lines
down to 95%, 100%, and 105%. For this state-action pair, the
reward according to (8) is equal to −2.45. Now, assume that
the agent is exploring the environment (or maybe had its policy
updated). Then, following the new policy, the agent takes an
action which results in decreasing the loading of all lines to
105%, 110%, 110%, and 110%. In this case, the calculated
reward is −3.10. Comparing the two state-action pairs, based
on the obtained rewards, the agent sees the first action as the
better one. However, in real-world operation, the first action
is a worse one as it results in unacceptable over-loading of
“line-1” (200%). This scenario shows that actions that result
in a fewer number of highly loaded lines could be seen as
better actions than those which result in a larger number of
lightly over-loaded lines.

2) Even though bad actions are penalized (i.e., actions that
result in overloading healthy lines and/or increasing the flow
on an already overloaded line), the main objective remains
to reach a state where all lines are secured. In other words,
winning the game is more important than how the game is
won. Therefore, even if the agent learns a policy that wins
the game, the trajectory of the taken actions might have states
where healthy lines became overloaded.

3) Finally, with large target values (y = r + γQ′), the
training of both critic and actor networks becomes prone to
the problem of exploding gradients [18].

In order to overcome the above issues, another termination
condition is added to the formulation of the reward function.
Therefore, in addition to terminating on securing the system
(i.e., winning the game) or collapsing the system (i.e., losing
the game), an episode is to be terminated if the taken action
results in increasing the flow on one (or more) of the over-
loaded lines, and/or if it results in over-loading one (or more)
of the healthy lines. With this new termination condition,
the agent will try to learn a policy that secures the system
by taking “good” actions only, i.e., actions that result in
decreasing the flow on all overloaded. In other words, while
progressing towards its end goal, the agent will not overload
healthy lines and/or increase the flow on some of the already
over-loaded lines. Accordingly, the reward function becomes:

rt = −rIM,t + rTML

where: For all i ∈ BOL,t (overloaded branches at time t):

rIM,t =
∑ Si,t

Si−max
+
∑ (Si,t − Si,t−1)

Si−max
(9)

and

rTML =


+R If all branches are within limits

−R


If power flow diverges
If healthy branches become overloaded
If flow on overloaded branches increase
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D. Exploration

Another factor that has a major impact on the training
outcome of the RL-agent is the quality of the accumulated
experience, especially at the early stages of the training
process [19]. This issue is often tackled with exploration.
Exploration aims at helping the agent accumulates “useful”
experience by efficiently exploring the environment to reach
terminal states (a win in particular). Typically, the agent uses
a noise signal to explore its environment to find more efficient
trajectories [11]. However, exploration with random noise
signals does not achieve good results in high-dimensional
continuous-action spaces [20].

IV. PROPOSED DATA-DRIVEN AND MODEL-BASED
HYBRID REINFORCEMENT LEARNING APPROACH

The proposed hybrid approach mainly deals with the short-
comings of random exploration which proves to be inef-
ficient when used on high-dimensioned and/or continuous
action spaces. We build our hybrid design based on the
work proposed in [20]. In that work, the authors proposed a
method for training RL-agents for tasks where exploration is
difficult. This method incorporates what is known as “demon-
strations” within the learning process. A demonstration is
a pre-determined (by other control algorithms e.g. humans,
simulations, and etc.) sequence of actions that is known to
solve the task. The coming subsections present the details of
our proposed data-driven, model-based approach.

A. Agent Training

The authors in [20] introduced a new loss component to
the policy objective of (4). This loss, detailed in the following
equation, is known in the literature as behavior cloning (BC)
loss. Behavior cloning is a training process in which the agent
learns to perform the intended task from pre-demonstrated
behaviors.

LBC =

ND∑
i=1

∥∥π (si∣∣θπ)− ai∥∥2 (10)

where ND is the number of demonstrated samples, (si, ai)
is a pre-demonstrated state-action pair, and π (si|θπ) is the
action that the agent would take given the system state si
and the actor’s current policy π. The gradient of this loss is
computed using only demonstration examples. This gradient
is then added to the policy gradient of (5), and accordingly,
the actor parameters are updated as follows:

θk+1
π = θkπ + λ (∇θπJ + β∇θπLBC) (11)

where λ is the learning rate, and β is a hyper-parameter that
controls the contribution of behavior cloning to updating the
actor network parameters.

B. Reward Function

Investigating (11), training the actor network with the aid of
demonstrations can be seen as a multi-objective optimization
problem. Therefore, like (11), one might use the following
equation to update the actor parameters:

θk+1
π = θkπ + λ (βJ∇θπJ + βBC∇θπLBC) (12)

where βJ and βBC are weights that reflect the importance of
each objective to the training of the RL-agent. At the beginning
of training, behavior cloning should be of more importance
to help the agent explore and accumulate useful experience.
As the agent starts to learn, the Q-maximization objective
becomes of more importance to allow the agent, if possible, to
find a better policy than that used to obtain the demonstrations.
This can be achieved by setting βBC at a “relatively” high
value (compared to βJ ) at the beginning of training and then
anneal its value as the training progress. As simple as it
might seem, for the control problem in-hand, tuning the βJ
and βBC parameters is not a simple task. This is because
the Q-maximization and the behavior cloning objectives have
different scales. If the maximum and minimum possible values
of the objective functions are known before-hand (i.e., upper
and lower bounds), then one can use these values to re-scale
the gradients of the two objective functions. This would enable
a fair comparison between the two objectives, and thus easier
tuning of βJ and βBC.

Since actions are bounded between 1 and −1, the behav-
ior cloning loss is also bounded. However, maximum and
minimum bounds on the Q-maximization objective depends
on the reward function design. The reward function of (9)
is unbounded as its value depends on both the number of
over-loaded lines, and the amount of overload on each of
those lines. Therefore, one cannot determine the maximum
and minimum bounds on the corresponding Q-function.

The above discussion shows that for the control problem
in hand, using the reward function of (9) might render the
applicability of the training approach proposed in [20]. If
that is the case, then one can drop the intermediate penalty
term (i.e., rIM,t = 0). In this way, the corresponding Q-
function becomes bounded. This alternative formulation of
reward function is detailed in the following equation:

rt = rTML

where

rTML =



+R If all branches are within limits

−R


If power flow diverges
If healthy branches become overloaded
If flow on overloaded branches increase

0 Otherwise
(13)

A summary of the hybrid training algorithm is given next
in Algorithm 1.

Algorithm 1 Hybrid Data-driven and Model-based Training
Initialize critic Q and actor π with random parameters θQ and θπ .
Initialize target networks Q′ and π′ with parameters θQ

′ ← θQ, θπ
′ ← θπ

Initialize replay buffer R
for episode = 1, E do
Receive initial observation state s1
for t = 1, T do

Select action at = π (st|θπ) + ε according to current policy π and
exploration noise ε
Execute action at and observe reward rt and new state st+1

Store transition (st, at, rt, st+1) in R
Sample a random mini-batch of M transitions from R:

M = {(si, ai, ri, si+1) : i = [1, 2, . . . ,M ]}
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Sample a random mini-batch of K transitions from D:

K = {(si, ai, ri, si+1) : i = [1, 2, . . . ,K]}

Update critic as follows:
with (si, ai, ri, si+1) ∈M∪K:
Calculate yi = ri + γQ′

(
si+1, π

′(si+1|θπ
′
)
∣∣θQ′

)
Update critic by minimizing loss

L =
1

(N +K)

∑
i

(
yi −Q

(
si, ai

∣∣θQ))2
Update actor as follows:

with (si, ai, ri, si+1) ∈M∪K:
Calculate policy gradient

∇θπJ =
1

(M +K)

∑
i

∇aQ
(
s, a
∣∣θQ)∣∣

s=si,a=π(si)
∇θππ

(
s
∣∣θπ) ∣∣

s=si

with (si, ai, ri, si+1) ∈ K:
Calculate behavior cloning gradient

∇θπLBC =
1

K

∑
i

∇θπ π
(
si
∣∣θπ)− ai 2

Update actor policy using gradient:

βJ∇θπJ + βBC∇θπLBC

Update target networks:

θQ
′
← τθQ + (1− τ)θQ

′

θπ
′
← τθπ + (1− τ)θπ

′

end for
end for

C. Demonstrations for the Control Problem of Branch Over-
load Relief

One way to obtain demonstrations for the over-load relief
control problem is through the use of generation distribution
factors. These factors describe how the current flow changes
in system branches if the power injection of generation units
is changed. The following details how such factors can be
obtained and accordingly, and how one could use these factors
to obtain the demonstrations.

Given a branch that is connected between bus i and bus j:
it is known that the magnitude of the MVA flow Sij is related
to the real and reactive power flows Pij and Qij as follows:

S2
ij = P 2

ij +Q2
ij (14)

Accordingly, small changes in Sij , Pij , and Qij are related
to one another as follows:

Sij∆Sij = Pij∆P ij +Qij∆Qij (15)

Pij and Qij are both functions of buses’ i and j voltage
magnitudes (Vi, and Vj) and voltage angles (δi, and δj).
Accordingly, changes in real and reactive power flows can
be related to changes in voltage magnitudes and angles as
follows:

[
∆Pij
∆Qij

]
=


∂Pij
∂δi

∂Pij
∂δj

∂Qij
∂δi

∂Qij
∂δj

[∆δi
∆δj

]
+


∂Pij
∂Vi

∂Pij
∂Vj

∂Qij
∂Vi

∂Qij
∂Vj

[∆Vi
∆Vj

]
(16)

Changes in voltage magnitudes and angles ∆δi, ∆δj , ∆Vi,
∆Vj are related to changes in real power generation ∆Pg1,
∆Pg2 . . .∆PgG through the inverse of the system Jacobian
matrix.

The inverse Jacobian matrix equations can be written as
follows: [

∆δ
∆V

]
=

[
F M
H N

] [
∆Pinj
∆Qinj

]
(17)

where ∆Pinj and ∆Qinj are the vectors of the change in real
and reactive power injections. Allowing only the real power
generation to change, then, one may write, for any bus k:

∆δk =
∑
n∈G

fkn∆Pgk (18)

∆Vk =
∑
n∈G

hkn∆Pgk (19)

From the above relations, one can express the sensitivity of
MVA flows with respect to changes in real power generation
as follows:

∆Sij =
1

Sij


[Pij Qij

] 
∂Pij
∂δi

∂Pij
∂δj

∂Qij
∂δi

∂Qij
∂δj

[FiFj
]

+


∂Pij
∂Vi

∂Pij
∂Vj

∂Qij
∂Vi

∂Qij
∂Vj

[Hi

Hj

] [∆PG]

 (20)

Starting from a given initial state, i.e., a state where one
(or more) of the system lines is overloaded, one can obtain a
demonstration as follows: 1) Solve the quadratic optimization
problem detailed in (21) to obtain an estimate on the total
required change in real power for the system to become secure.
2) If a solution ∆P ∗g to (21) exists, then, add ∆P ∗g to the
initial generation and solve an AC power flow to verify that
∆P ∗g is indeed a valid solution. 3) Determine an appropriate
sequence of actions ∆PG−t1,∆PG−t2 . . . such that at each
control step t, the taken action ∆PG−t does not result in
overloading healthy lines and/or increasing the flow on an
already overloaded line.

min

f =
G∑
j

(∆P gj)
2


s.t.

Sij + ∆Sij 6 Sij−limit (21)

The above optimization problem has a convex quadratic
objective function and a linear set of constraints. This makes
(21) a convex quadratic program that can easily be solved by
several methods such as those detailed in [21].
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V. SIMULATION STUDIES

This section presents a set of simulation studies that in-
vestigates and compares the performance of the proposed
hybrid method to that of the data-driven DDPG method. The
investigation studies were carried out on both the IEEE 118-
bus (18 generators and 186 branches) [22] and a larger 2749-
bus real system (377 generators and 3125 branches). For
each system, for each branch, the limit on its MAV flow
is taken as 150% of the maximum flow recorded among
5000 different operating scenarios. For limits on ∆Pg , i.e.,
∆Pg−min and ∆Pg−max, those are assumed to be ±10% of
each unit’s maximum capacity. The experimental setup and
obtained results are presented and discussed next.

A. Experimental Setup

1) Actor and Critic Function Design
The actor neural network is configured to have an input

layer, two hidden layers, and an output layer. For the two hid-
den layers, a leaky rectified non-linearity activation function
is used. On the other hand, a tanh activation function is used
for the output layer. The critic network is also configured to
have a similar structure: an input layer, two hidden layers, and
an output layer. However, no activation function is used for
the critic’s output layer. Batch normalization is applied to the
input of all layers with non-linear activation functions. The
number of neurons of the hidden layers is set differently for
the agents of each test system. For the 118-bus system agents,
the two hidden layers of the actor and critic networks have
600 and 400 neurons respectively. For the 2749-bus system
agents, the two hidden layers had 1000 and 600 neurons.
2) Training Parameters

The following settings are common to both the data-driven
DDPG method and the hybrid method: learning rates of 0.0001
and 0.001 for the actor and critic neural networks respectively;
a discount factor of γ = 0.99; a target update factor of τ =
0.001; a replay buffer size of 105; and a mini-batch size of
512. Gaussian noise with a standard deviation of 0.3 was used
for exploring the environment. Exploration is performed with
a probability of 0.1 at every step.

For the hybrid method, an additional buffer is used to hold
the set of demonstrated transitions. ND = 64, i.e., out of the
512 samples of the mini-batch, 64 are to be sampled from
the demonstration buffer. βJ and βBC are set differently for
each test system. For the IEEE 118-bus system, βJ and βBC

are initially set to 1 and 10 respectively. The value of βBC

was exponentially decayed by a factor of 10−4 at each time
step (βBC,t = 10−4 × βBC,t−1). Once βBC has reached a near-
zero value, then, behavior cloning is disabled and the agent
continuous training based on the objective of maximizing the
Q-value. For the 2749-bus system βJ and βBC are set to 1
and 10 respectively. However, annealing of behavior cloning
has led to a failure in training. Best training performance
was achieved by keeping βBC fixed at 10. In other words,
the objective of behavior cloning is maintained throughout the
entire training period. By doing so, the agent is bounded to
remember and maintain a policy that is close to the one implied
in the observations.

Finally, DDPG uses the reward function given in (9) with
rTML = ±50. The hybrid method uses the reward function of
(13) with rTML = ±1.
3) Training Setup

In this work, the power system environment is implemented
in MATLAB. The RL-agent is implemented in Tensorflow.
Python is used to facilitate the exchange of signals (system
states, agent actions, and rewards) between the power system
environment and the RL.

Starting from a given initial state, the RL-agent is allowed to
interact with the system environment for a maximum number
of 20 time steps. The set of initial states is generated using
Matpower. To generate these initial states the following steps
are performed: 1) Set the load at each bus at a random value
between 70% and 130% of its base-case value. Set the power
factor at each load bus randomly between 95% and 105% of
its base-case value. Set the output power of each generator at
a random value within 70% to 130% of its base-case value. 2)
Take one of the system branches out (randomly) and attempt
to solve for the system states. If the created case has no
solution, then, discard it. 3) Otherwise, calculate the MVA flow
through all branches of the system. If any of these flows exceed
their corresponding limit, proceed to the next step. Otherwise,
discard the created case. 4) Verify that the flow on overloaded
branches can be decreased down to a secure level. This can be
done using the proposed method of Section IV (C). If all steps
can be carried out successfully, then, the created case is saved
and used as an initial state for the training of the RL-agent.

B. Agents’ Training

1) IEEE 118-bus system
The IEEE 118-bus system has 54 units and 186 branches.

The 54 units are composed of a slack unit, 18 generators, and
35 synchronous condensers. Accordingly, the total number of
states for its RL-agent becomes 205 (186 measurements of
branch MVA flows; 18 measurements of generators’ output
power; and a single measurement of the slack unit power).

The number of initial cases used for training the RL-
agents is 10000 initial cases. The training of the RL-agents
was carried out over 80000 episodes on a personal desktop
(IntelR CoreTM i7 2.5 GHz, 16 GB RAM). The time taken
to complete the training was around 12 hours per agent. The
training performance of the RL-agents is shown in Fig. 1. The
displayed success rate is calculated as the moving average
of the number of succeeded cases over a window of 1000
episodes.

As can be seen from the results of Fig. 1, when using the
data-driven DDPG method, the RL-agent was able to achieve
an averaged success rate of around 96% towards the end of the
training period. On the other hand, when using the proposed
hybrid method, the RL-agent was able to achieve a higher
success rate of around 98%.
2) 2749-bus System

The 2749-bus system has 377 units and 3125 branches. Out
of the 377 units, 342 are available for control. The training
of the RL-agents of the 2749-bus system was also carried out
using a pool of 10000 initial cases all of which had a feasible
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solution. The training of the RL-agents was carried out over
100000 episodes. The time taken to complete the training was
around 13 hours and 58 hours for the data-driven and hybrid
methods respectively. The training results are presented in
Fig. 2. As seen from this figure, the training of the RL-agent
was successful only when using the hybrid method.
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Fig. 1. Agent training performance on the IEEE 118-bus system.
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Fig. 2. Agent training performance on the 2749-bus system.

Even though the hybrid method uses an uninformative
intermediate reward (rIM,t = 0), it was still able to achieve a
better performance when compared to the data-driven DDPG
method. This clearly shows the advantage of using model-
driven actions (i.e., actions obtained based on generator shift-
ing factors) as an aid to the data-driven training process of
RL-agents.

C. Agents’ Performance Testing

The performance of the trained RL-agents was tested using
a different set of 5000 initial cases. Each one of those initial
cases is ensured to have at least one valid sequence of actions
that can safely transition the system into a secured state.
1) IEEE 118-bus System

The results of this test are shown in Figs. 3 and 4 and are
summarized as follows: the agent trained with the proposed
hybrid approach achieved a higher success rate of 97.6%
compared to 95.5% for the agent trained with DDPG.

With RL-based control, one would not know the end results
of the agent’s actions beforehand, i.e., whether the agent would
succeed or fail in securing the system. Now, an episode is
labeled failed if the agent takes an action that would either:
overload some of the healthy lines; increase the flow on some
of the already overloaded lines; or most importantly collapse
the system. Therefore, it is of great importance to investigate
the performance of the agents for those cases where an agent
has failed. Table I displays the number of failed cases where
the agent has driven the system towards a better loading
condition, a worse loading condition, or a collapse. Here,
we define a “better” loading condition as one where: a) the
maximum percentage MVA flow at the end of the episode
is less than that at the beginning of the episode; and b) the
number of overloaded lines at the end of the episode is less
or equal to that at the beginning of the episode. A “worse”
loading condition would be one where either a) or b) is not
true.

TABLE I
ANALYSIS OF AGENTS’ PERFORMANCE WHEN FAILED TO SECURE THE

SYSTEM

RL-agent

The number of failed cases where the agent has
driven the system towards:
Better loading
condition

Worse loading
condition

System
collapse

DDPG-based agent 202 25 0
HRL-based agent 98 24 0

From the results shown in Figs. 3 and 4, and those displayed
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Fig. 3. Performance testing results for the DDPG agent of the IEEE 118-bus system: maximum percentage MVA flow at the beginning and end of each
tested episode.
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Fig. 4. Performance testing results for the HRL-agent of the IEEE 118-bus system: maximum percentage MVA flow at the beginning and end of each tested
episode.
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Fig. 5. Performance testing results for the HRL-agent of the 2749-bus system: maximum percentage MVA flow at the beginning and end of each tested
episode.

in Table I, it is evident that the agents have learned a policy
that drives the system towards a better operating condition.
2) 2749-bus System

For the 2749-bus system, the DDPG agent has failed to
solve any of the 5000 test cases. On the other hand, the agent
trained with the proposed hybrid approach was able to solve
91.3% of them. Table II displays the number of failed cases
where the HRL-agent has driven the system towards a better
or worse loading condition, or a collapse. Based on the results
of Fig. 5 and Table II, it can be concluded that the learned
policy is one that secures or at least transits the system into a
better operating condition.

TABLE II
ANALYSIS OF AGENTS’ PERFORMANCE WHEN FAILED TO SECURE THE

SYSTEM

RL-agent

The number of failed cases where the agent has
driven the system towards:
Better loading
condition

Worse loading
condition

System
collapse

HRL-based agent 287 148 0

In conclusion, based on the results of both test systems, and

especially the 2749-bus system, it can be asserted that our pro-
posed HRL approach achieves good results and significantly
outperforms the data-driven DDPG-based control.

VI. CONCLUSION

This work presented a data-driven and model-based hybrid
reinforcement learning approach to the problem of branch
overload relief in large power systems. A control agent is
trained to change generators’ real power output in order to
adjust the power flow through the network so that branch
overload is mitigated or minimized. The proposed approach
was developed based on a series of investigations on why
the data-driven DDPG-based approach fails when training the
agent for large power systems. This hybrid approach utilizes
generator shifting factor-driven actions (model-based actions)
to help the agent learn an optimal control policy (data-driven
actions). The performance of the proposed approach was
tested and compared to the original DDPG-based approach
on both the IEEE 118-bus and a larger 2749-bus real-world
system. With the proposed approach, the agents were able to
achieve 97.6% and 91.3% success rates compared to 95.5%
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and 0% when trained according to the original data-driven
DDPG algorithm. These results show that the proposed hybrid
approach performs well for large power systems and that it is
superior to the data-driven DDPG-based approach.
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